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Abstract—Lighting is responsible for major energy consump-
tions in the commercial sector, particularly in offices, and thus
developing energy-efficient lighting methodologies is of utmost
importance. Smart Lighting Systems (SLSs) have known an
upsurge of interest due to their high effectiveness in reducing
energy consumption by lighting. However, existing SLSs still lack
in terms of some parameters, such as sensing accuracy. The aim
of this work is thus to study, design, prototype and validate an
energy-efficient smart luminaire with advanced sensing systems
and an automatic local control algorithm that adjusts the lumi-
naire’s light output accordingly to the occupancy and illuminance
levels in a given area. Such solution is able to minimize energy
consumption by avoiding over-illumination and illumination of
unoccupied spaces that commonly occur in offices. To enhance the
already existing solutions’ sensing accuracy, we propose, instead
of traditional sensors, the use of a micro-camera to obtain highly
accurate occupancy and illuminance sensing. Furthermore, the
smart luminaire incorporates a wireless communication module
so that networked lighting control algorithms can be developed
in the future. A validation experiment was conducted with the
developed prototype in a standard office located in Lisbon. It
showed that, with individualized control, up to 80% energy
savings can be reached and that the Return On Investment in
our solution would be reached in around 9 months.

Index Terms—Smart luminaire, micro-camera sensing, light
output local control, luminaire design, Smart lighting system

I. INTRODUCTION

ENERGY efficiency, particularly associated to lighting,
has become a very important topic since it is a cost-

effective strategy for the owners of every kind of infrastruc-
ture. Thus, making facilities more efficient and sustainable is
becoming a top priority for building owners since illumination
is responsible for around 20% of total energy consumption in
United States of America commercial sector [1, p.3-2]. One
of the causes of such large energy consumption is leaving
the lights ’on’ in unoccupied spaces. In average, this happens
during 23% of the daytime in offices [2] causing severe
energy waste. Another aspect that leads to energy waste is
a phenomenon called over-illumination, which occurs when
artificial light is brighter than needed to perform a given task.
Besides that, research indicates that excessive artificial light
exposure may cause adverse health effects [3]. However, this
problem still happens in several facilities around the world,
specially in offices. Over-illumination can occur either if there
are lamps turned ’on’ during a period of the day with sufficient
external daylight or if an infrastructure is equipped with lamps
that provide higher illuminance to a given area than the
recommended levels [4]. Since these events commonly occur

in offices, this work aims at developing a smart luminaire well-
suited for offices that can mitigate such problems.

To reduce the illumination in unoccupied spaces, motion
sensors in conjunction with timers are commonly used to lit the
room only when there is movement. However, this procedure
lack in terms of sensing accuracy since there may be occu-
pants in the space without noticeable movement. Furthermore,
incorrectly tuned timers lead to long periods of turned ’on’
light while there is no occupancy. On the other hand, over-
illumination is commonly solved using light sensors. However,
they must be carefully selected since some of them do not
provide adequate resolution for the light conditions.

Some companies commercialize SLSs which promise
to eliminate illumination in unoccupied spaces and over-
illumination. However, they usually lack in:

1) Cost – besides the expensive price of the SLS itself,
usually offices’ owners need to pay for the installation
of the system in their facility.

2) Individual control of light – usually they just allow
automatic control of a group of luminaires.

3) Sensing distribution in space – they usually do not allow
direct sensing input in each Working Area (WA), i.e.,
they only include some sensors dispersed in the space
instead of integrating sensors in each luminaire. This
can result, in certain unoccupied areas of the room being
lighted, or occupied areas being over-lit.

4) Sensing accuracy – traditional occupancy and light sen-
sors are used to obtain sensing input, however, they have
some inherent problems that affect their accuracy, such
as the ones mentioned above.

5) Task Adaptation – the SLSs commercially available usu-
ally incorporate traditional occupancy and light sensors
which are not able to detect the task being performed by
the user and thus do not allow to perform task adaptation
(adjust light sources’ output level accordingly to the task
being performed by the user), as recommended in [4].

6) Ability to run networked lighting control strategies –
most of these SLSs only allow the light output level
to be locally controlled, i.e., each node adjusts its light
output level only based in its own occupancy and light
sensing without taking in consideration its neighbor
nodes’ status.

In order to enhance SLSs, the drawbacks here identified
should be tackled. Thus, the aim of this work is to study
and develop a prototype of a highly energy-efficient smart
luminaire that can address the previous points. To accomplish
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Fig. 1: Top level block diagram of the smart luminaire.

this, the smart luminaire must incorporate a microcontroller,
an energy-efficient light source, a wireless communication
module and accurate occupancy detection and light sensing.
Thus, the smart luminaire should be responsive to changes in
the occupancy status and be able to perform energy saving
techniques such as dimming, scheduling, and daylight har-
vesting. Several researches indicate that high energy savings
(up to 76%) can be reached when using these energy saving
techniques [5]–[8].

This paper is organized as follows. Section I introduced the
research problem and the drawbacks of the existent solutions
which we propose to mitigate. An overview of the proposed
smart luminaire, the selection of the hardware components
and its software implementation are described in Section II.
The evaluation experiments are presented in Section III, while
Section IV presents the conclusions.

II. SMART LUMINAIRE DESIGN

The main components of the solution are an efficient light
source, sensors, a wireless communication module and a
microcontroller, as Fig. 1 shows.

A. Hardware Selection

To prototype the smart luminaire, it was used the Arduino
Uno electronic prototyping platform that incorporates the
ATmega328 microcontroller, a Light-Emitting Diode (LED)
light source of high energy-efficiency and long lifetime, and
the RFM12B wireless communication module due to its good
commitment between cost and range. In order to achieve very
accurate sensing and task adaptation, instead of traditional
occupancy and light sensors, the OV2640 micro-camera was
used in conjunction with an image processing algorithm. Some
other components were used to prototype the solution such as:
the CAT4101 LED driver, the RFM12B adaptable board, an
ArduCAM shield to interface the OV2640 with the Arduino
Uno, an AC-DC converter, a heat sink, a fan, a metallic struc-
ture to hold the luminaire and diverse electronic components.
Traditional occupancy and light sensors were also used in
order to compare their accuracy while obtaining sensing input
with the one of the micro-camera. Table I summarizes all the
components used, their cost and the total cost of the prototype.

In a large scale production the presented costs would be
significantly reduced since the cost of each component when
purchased in large quantities is much lower than the costs
presented in Table I. Moreover, in a final solution there are
components that would be replaced by cheaper components,
which is the case of the Arduino Uno that would be replaced

Cost using Cost using
Hardware Component traditional sensors a micro-camera

High power chip-on-board LED e2 e2
CAT4101 LED driver e1 e1

Arduino Uno e20 e20
RFM12B module e5 e5

RFM12B adaptable board e3 e3
TSL2561 light sensor e5 –

SE-10 PIR motion sensor e9 –
HC-SR04 ultrasound sensor e8 –
OV2640 + ArduCAM shield – e25

AC-DC Converter e6 e6
Heat sink + Fan e3.5 e3.5

Electronic components e1.5 e1.5
Metallic base e3 e3

Total Cost of the Prototype e67 e70

Table I: Cost of each component and total cost of the prototype.

by a microprocessor. Although the cost of all the components
would be significantly decreased, we also must take into
account that, in a mass production, there are some additional
costs such as manufacturing Printed Circuit Boards (PCBs).
However, it is estimated that the total cost of a final product,
when produced in mass, would be around e25 to e30.

B. Solution Implementation

1) Software Overview: The smart luminaire developed is
able to operate in three different modes. While running
Mode 1, the smart luminaire operates in an independent man-
ner, i.e. without exchanging data with other nodes, and enable
the user to manually change the luminaire’s light output level.
Mode 2 enables the smart luminaire to wirelessly broadcast its
own state and receive other luminaires’ state while the user
can manually change luminaire’s light output level. Moreover,
Mode 2 allows wireless communication between the smart
luminaire and a central node (this is a node only constituted
by an Arduino Uno and a RFM12B module). Thus, a user can
control the dimming level of all luminaires within the network
running Mode 2 (as well as access their status) through the
central node connected to a computer. When operating in
Mode 3, the smart luminaire runs a local control algorithm in
which the dimming of the luminaire is automatically regulated
based on the WA’s occupancy and light status.

The state of each luminaire is composed by a message of
18 bytes (14 bytes of data + 4 bytes of \t separators), which
contains relevant information about the node, sensing input
and light output level of the luminaire. The message format is

NN CCCC LLLL O PPP

where:
NN are two chars forming a decimal code that repre-

sents the node identifier (ID) which can take values
between 1 and 30.

CCCC are four chars forming a decimal base counter that
is incremented each time a message is sent. Thus,
if another node does not receive this value being
incremented, it means that the message was not
sent/received correctly. Since that only in Mode 2
there is exchange of messages between nodes, this
value is only incremented in this mode. In the other
modes, this value remains 0000. The maximum limit
until the value overflows is 9999.
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LLLL are four chars forming a decimal code that represents
the WA’s light condition. The maximum limit until
the value overflows is 9999.

O is a char that takes binary values and represents the
WA’s occupancy condition. When it takes the value
0, it means that the WA is unoccupied, while 1 means
WA occupied.

PPP are three chars forming a hexadecimal code that
represents the Pulse Width Modulation (PWM) level
that establishes the amount of power delivered to the
LED. It has a resolution of 10 bit (i.e. 1024 levels),
which means that this value can vary between 000
and 3FF (1023 in decimal base).

In Mode 2, since there is communication between nodes, the
message of the smart luminaire is the combination of all the
states of the luminaires which are wirelessly exchanging data.

In Mode 1, to change the LED PWM level a PPP
command should be sent to the serial port, while in Mode 2,
the command sent to the serial port should be NN-PPP,
where NN is the node ID of the luminaire that we pretend
to change the light output level and PPP the PWM level
applied to the LED. In Mode 3 the LED PWM level changes
automatically.

2) RFM12B Configuration and Communication Protocol:
The RFM12B wireless radio modules selected for our solution,
use Frequency Shift Keying (FSK) on the 868 MHz band. All
the modules within the network must use the same operat-
ing frequency, the selected 868 MHz European compatible
frequency. In addition to the operating frequency, configuring
the RFM12B modules also require defining the node ID (each
device must have its own unique ID) and the network group.
There are 250 network groups available in which only modules
that belong to the same group can talk to and listen to each
other. Within the network group, there can be 30 generic node
IDs (node IDs between 1 to 30), one reserved for broadcasting
messages between network groups (node ID number 31) and
another one for On/Off Keying (node ID number 0). Which
means that we can have up to 250 network groups talking to
each other through their modules with the node ID number
31 (which can also communicate within its own network
group) [9].

The way they communicate is through the RF12 protocol
depicted in Fig. 2. It is divided in five blocks: (1) ”Preamble”
contains three 0xAA bytes indicating the beginning of the
message; (2) ”SYN” (stands for synchronize) contains one
0x2D byte and another byte for the transmitter’s network
group; (3) ”Head” contains two bytes, the HDR (stands for
header) byte – which is divided in three configuration bits
(C, D and A bits) and five bits for the transmitter’s node
ID (it ranges from 0 to 31) – and the LEN (stands for
length) byte which contains the length of the data/payload;
(4) ”Payload” contains the actual data we pretend to transmit
which can range up to 66 bytes; and (5) ”CRC” (stands for
Cyclic Redundancy Check) is a two byte word containing
a well-known and widely used error-detecting mechanism.
The referred configuration bits C (or CTL), D (or DST) and
A (or ACK) should be configured as follows: CTL = 0 and

Fig. 2: RF12 Protocol.

Fig. 3: Image captured by the micro-camera while the WA was
occupied. It represents the areas used to compute the illuminance
(AOI1 – in black), occupancy (AOI2 and AOI3 – in yellow and

white, respectively) and task detection (AOI4 – in red).

ACK = 0, for no request of acknowledge bit (since each
node sends data to multiple nodes at the same time, it is not
possible to have all receiving devices sending an acknowledge
bit simultaneously), and DST = 0, for broadcasting, in which
the ID refers to the originating node (DST = 1 is used for
packets sent to a specific node).

3) Image Processing to Obtain Sensing Input: The OV2640
micro-camera captures images of the WA which are used to
obtain sensing input through an image processing algorithm.
Fig. 3 shows an image taken by the OV2640 while the WA was
occupied and in which four Areas Of Interest (AOI) were de-
fined. In Fig. 3, AOI1 is represented in black and corresponds
to the area of the image used to compute the WA’s illuminance
level. Notice that this area is composed of a piece of paper
placed in the luminaire’s metallic structure to determine the
light condition. AOI2 and AOI3 are represented in yellow and
white, respectively, and are the areas of the image used to
compute occupancy. Finally, AOI4 is represented in red and
corresponds to the area of the image used to compute the task
being performed by the user. The micro-camera was placed in
the top of the metallic structure that holds the luminaire facing
down so that it can capture images of the whole WA.

The determination of the illuminance level in the WA, was
performed, due to calibration proposes, without the influence
of external light sources and recurring to the piece of paper
placed in the metallic structure. The calibration process was
done by obtaining the readings of a digital luxmeter placed in
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Fig. 4: Variation of the computed average gray intensity level of
AOI1 and the illuminance in the WA, with the LED PWM level.

the WA and finding a relation between these readings and the
ones computed from image processing. Since the PWM signal
that establishes the light output level of the LED varies the
illuminance level in the WA, variations in the PWM will also
vary the light focused in the paper and that can be determined
with image processing. If the image is converted to a gray
scale, let Ip be the gray intensity level of each pixel in AOI1
constituted by P pixels. Thus, the WA’s illuminance Em is

Em =
KL

P

P∑
p=1

Ip, (1)

where KL is the gain that allows converting the average gray
intensity level of AOI1 to the actual illuminance focused in the
WA. However, it was verified experimentally that, to low PWM
levels, the average gray intensity level does not vary linearly,
as Fig. 4 shows, which can be explained by the Automatic
Gain Control (AGC) of the OV2640 being turned on [10]
– it allows to automatically adjust the overall brightness of
the image for low light conditions. This automatic adjustment
of the image’s brightness significantly interferes with the
illuminance computation for low light levels, producing a non-
linear response for low PWM levels and should be disabled
in future experiments. Thus, KL must vary with the PWM
level so that the correct illuminance in the WA is obtained.
In order to compute KL, let Kaux be the gain that allows,
when multiplied by the average gray intensity level, obtain
values similar to the WA’s illuminance. In this case, Kaux

takes the values presented in Table II. To compute KL, notice
that, above the 250 PWM level, for increments of 250 levels,
Kaux increases around 0.09. Thus, KL can be computed by

KL = 0.5− (1023− PWM)× 0.09

250
. (2)

With this strategy, the computed WA’s illuminance using the
micro-camera is very close to the light sensor (see Table II).

Determining the occupancy status is a much more complex
process since the user can be moving around or occupying
different areas of the image. Thus, the following three methods
are proposed to detect occupancy using image processing.

1) Object detection using a gray scale image (M1)
2) Object detection using a Hue-Saturation-Value (HSV)

color image (M2)
3) Motion detection by comparison of two consecutively

captured images (M3)

Average gray WA real WA’s computed
PWM intensity level illuminance Kaux KL illuminance
250 125 29 lx 0.23 0.222 28 lx
500 180 59 lx 0.32 0.312 56 lx
750 222 91 lx 0.41 0.402 89 lx

1000 252 123 lx 0.49 0.492 123 lx
1023 253 126 lx 0.5 0.5 126 lx

Table II: Comparison between the PWM level applied ot the LED,
average gray intensity level of AOI1, the WA’s real illuminance,

Kaux, KL and the WA’s computed illuminance.

The first two methods are very similar. The difference between
them is that the first one does not use color (it processes the
image in a gray scale) while the second one uses color defined
in a HSV scale, which thus is expected to be more accurate
than the previous one. The way that these two methods work is
by searching in AOI2 and AOI3 for sets of pixels different to a
threshold TH1 that defines the desk and the chair, respectively.
The first method searches all the pixels in AIO2 that are
different to the gray level of the desk which is higher than
140 when the PWM signal sent to the LED is at 100%. Let
AOI2G be the AOI2 converted to gray scale. The equation
that allows obtaining the pixels that are different from the
gray intensity level of the desk is

M1 = AIO2G < TH = 140KO1 , (3)

where KO1 is a gain that needs to be adjusted according to
the LED’s light output and M1 is a matrix where pixels with a
gray intensity level lower than the threshold TH1 are one and
pixels with a gray intensity level equal or higher than TH1

are zero. This allows to identify the arms and the shadow of
the user’s head represented in the AOI2 of Fig. 3. However,
this is not enough to effectively detect occupancy. Lets assume
that an object is left by the user inside AOI2. In this case, the
matrix M1 will have entries that correspond to the place where
the object was left, equal to one and thus the occupancy status
Ostatus is set to one (Ostatus = 1 means WA occupied and
Ostatus = 0 means WA unoccupied). Thus, it is required to
improve the detection of occupancy. One way to improve it is
by joining the entries of the matrix identified as different from
the desk, in objects (an object is a set of pixels in which each
pixel has in its neighborhood a pixel equal to its own) and only
defining Ostatus = 1 when the size of the object is higher than
a certain threshold. In Matlab we can join pixels in objects
using the function bwlabel() that can return the number of
objects detected as well as a matrix MO similar to matrix M1

but instead of just containing zeros and ones, it contains zeros
for the pixels whose gray intensity level is equal or higher than
TH1 (the desk) and the other pixels are divided in objects from
1 to N objects. Then, it is verified if the size of an object is
higher than a reasonable value and, if so, the Ostatus is set
to one. A similar procedure is then applied to AOI3 if there
was no occupancy detected in AOI2. The main problem with
this method is that, without using some color scale, there are
some objects that can not be effectively distinguished from the
unoccupied image of the WA. This happens mainly in AOI3
where the gray intensity level of user’s head is almost the same
as the chair’s (the captured image, when there is no occupancy,
contains a chair in AOI3).
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This problem can be mitigated with the second method since
it uses the HSV color scale that allows more effectively iden-
tifying different objects. The main difference to the previous
method is that instead of having just one matrix that divides
the pixels corresponding to the status unoccupied from the
occupied status (the M1 matrix in the previous method) we
now need to have three matrices – one for the hue (MH ), one
for saturation (MS) and another for the value (MV ). For a
PWM level of 100%, the desk hue varies between 0 and 0.7,
its saturation is always lower than 0.14 and the value varies
between 0.62 and 0.9 which means that MH , MS and MV

are given by

MH = AOI2H >= 0×AOI2H < 0.7KO2

MS = AOI2S < 0.14KO2

MV = AOI2V > 0.62KO2 ×AOI2V < 0.9KO2

(4)

where KO2 is a gain that needs to be adjusted accordingly with
the LED’s light output and AOI2H , AOI2S and AOI2V are
the conversion from the original image to the hue, saturation
and value scales, respectively. The matrix M2 with ones in the
occupied pixels and zeros in the unoccupied pixels is given by

M2 = 1− (MH ×MS ×MV ) (5)

Then, as it happens with the first method, the matrix is divided
in objects and it is verified if there is any object whose size
is higher than a reasonable value and if so, the Ostatus is set
to one. If occupancy was not detected, a similar procedure is
applied to AOI3.

The third method, does not require using the delimited areas
AOI2 and AOI3 to compute the occupancy status. This method
uses movement to detect occupancy, i.e. a comparison between
two consecutively captured images. First, it searches for edges
in the previous I(t−1) and actual I(t) images using Matlab’s
edge() function which is analytically described as

Ct−1 =
√
I2x(t− 1) + I2y (t− 1) > TH3KO3

Ct =
√
I2x(t) + I2y (t) > TH3KO3 ,

(6)

where Ct−1 and Ct are the matrices that contain ones in
the pixels that are edges and zeros in the pixels that are not
edges, Ix is the horizontal derivative image, Iy is the vertical
derivative image and TH3 is a reasonable threshold value that
when multiplied by KO3 (a gain that needs to be adjusted
according to the LED’s light output) define if it is an edge.
After obtaining Ct and Ct−1, it is applied, the XOR operator

C = Ct−1 ⊕ Ct. (7)

This results in the following: if there was no edge detected
in both images, then Ct = Ct−1, so C = 0 and Ostatus =
0, i.e. no movement. If there is movement, then the edges’
placement moved between images, so C will have value 1 in
the location of the moving edges, and thus Ostatus = 1. When
the edges’ placement remain the same, i.e., no movement, then
Ostatus = 0. If the sum of the ones of matrix C is higher than
a certain value, it means that there was movement and thus
that there is occupancy in the WA.

Fig. 5: Block diagram of a standard controller actuating on a plant.

The task detection algorithm developed is very simple
and only recognizes three states: (i) user is working on
a computer, (ii) user is writing, and (iii) no task being
performed. The principle of operation of task detection is
very similar to the method M1. It converts the original image
to gray scale, verifies if there is an object with a reasonable
size in AOI4 and with an average gray intensity level that
corresponds to a sheet of paper. If so, it returns ”user is
writing”. If not, it verifies if the average gray intensity level
corresponds to the one of the desk and, if so, it returns ”no
task being performed”. Otherwise, it returns ”user is working
on a computer”. This computation should be enhanced in
future experiments in order to allow the smart luminaire to
recognize more tasks.

4) Local Control of Luminaire’s Light Output: To auto-
matically adjust the luminaire’s light output based on the
sensing data obtained is a very important feature to provide the
adequate light output level without user interaction. In order
to achieve this goal, the smart luminaire needs to be running
an robust local control algorithm.

Nowadays, over 90% of the controllers in operation are
Proportional-Integral-Derivative (PID) controllers. This is be-
cause they are simple, easy to understand, easy to implement
and very reliable [11]. Thus, a PID controller was used to
locally and automatically control the luminaire’s light output.
Suppose that a PID controller is placed in an unity feedback
control system where the input to the plant is u, the output is
y, the reference/setpoint is r, and the error input to the PID
controller is e = r − y, as illustrated in Fig. 5. In t-domain
(time-domain), the basic form for the PID controller is

u(t) = ke(t) + ki

∫ t

0

e(τ) dτ + kd
de(t)

dt
, (8)

but it can also be parameterized as

u(t) = Kp

(
e(t) +Ki

∫ t

0

e(τ) dτ +Kd
de(t)

dt

)
, (9)

which can be written, in the s-domain, as

U(s) = Kp

(
1 +

Ki

s
+Kds

)
E(s), (10)

where Kp, Ki and Kd are the proportional, integral and
derivative gains, respectively.

It was decided to use the PID controller with setpoint
weighting represented in Fig. 6 which has derivative filtering
and integral anti-windup. These characteristics prevent pure
derivatives that generate high frequency measurement noise
and avoid the windup of the integrator, respectively. The
windup phenomena arises when the integral term of the
controller becomes very large and thus produce large undesired
transients.
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Fig. 6: Closed loop PID local controller with setpoint weighting,
anti-windup and derivative filtering which was used to control

LED’s light output.

The PID controller implemented in our solution can be
written, in s-domain, as

U(s) = Kp

(
b · r − Y (s) +

Ki

s
E(s)− sKd

1 + sKd/a
Y (s)

)
(11)

Let us describe this model in the t-domain. The proportional
term of the model is

p(t) = Kp(b · r − y(t)) (12)

and the integral and derivative terms can be written in t-
domain after transforming Ki

s E(s) and − sKd

1+sKd/a
Y (s) to z-

domain and then transforming them to t-domain. Using the
discretization process suggested in [12], i.e., discretize the
integral term with the Bilinear Transform

s =
2

T

z − 1

z + 1
(13)

and the derivative term with the Backward Euler Transform

s =
z − 1

zT
, (14)

we obtain that the integral term is

I(z)

E(z)
= Kp

Ki
2
T

z−1
z+1

= Kp
KiT (z + 1)

2(z − 1)
(15)

and the derivative term is

D(z)

Y (z)
= −

z−1
zT Kd

1 + z−1
zT

Kd

a

= − aKd(z − 1)

zTa+ (z − 1)Kd
. (16)

Transforming them from z-domain to t-domain and shifting
the result by one sample leads to

i(t) = i(t− 1) +
KpKiT

2
(e(t) + e(t− 1)) (17)

and

d(t) =
Kd

aT +Kd
d(t−1)− KpKda

aT +Kd
(y(t)−y(t−1)). (18)

Since u(t) is equal to the sum of the proportional, integral and
derivative terms, the controller’s output is given by

u(t) = p(t) + i(t) + d(t)

u(t) = Kp(b · r − y(t))

+ i(t− 1) +
KpKiT

2
(e(t) + e(t− 1))

(19)

+
Kd

aT +Kd
d(t−1)− KpKda

aT +Kd
(y(t)−y(t−1))

Fig. 7: Detailed block diagram of the smart luminaire solution.
The lines represented in red and gray are the power lines that allow

supplying the chip-on-board LED and the Arduino Uno.

In order to design an effective PID controller, the values
attributed to the gains Kp, Ki and Kd must be carefully tuned
because excessive gains can lead to system’s instability and
low gains to non-responsiveness of the system. To discover
what values should be attributed to these gains, there are
some well known tuning rules. Zeigler-Nichols’ Frequency
Response Method (also know as Ultimate Sensitivity Method)
was used to discover the adequate values for Kp, Ki and Kd.
The method consists in, while using only proportional control,
increasing the gain until the system starts presenting sustained
oscillations and let Ku be that gain (critical gain) while Tu is
the period of the oscillation (critical period). By this method,
the values of Kp, Ki and Kd are then computed as 0.6Ku,
2/Tu and Tu/8, respectively [13]. Thus, since it was obtained
a Ku of 14.5 and a Tu equal to 0.8 s, Kp, Ki and Kd are 8.7,
2.5 and 0.1, respectively.

C. Solution Integration

The complete computational process of the smart luminaire
is quite complex. At the beginning of operation the user
chooses which mode he/she wants the luminaire to operate
(Mode 1, Mode 2 or Mode 3 – presented in Section II-B1).
Independently of the selected mode, the Arduino Uno requests
for sensing input from the ultrasound, Passive Infrared (PIR)
and light sensors or from the micro-camera in order to define
the WA’s occupancy and light status after the processing of
the data that incomes from them. If Mode 1 is selected, the
Arduino Uno platform is constantly searching for commands
written in the serial port by the user defining the light output
level of the luminaire. The selection of Mode 2 enables the
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wireless communications through the RFM12B module at the
same time that the Arduino Uno is searching for light output
level commands written in the serial port. This means that the
user can write the desired light output level in the serial port
at the same time that the message regarding the node state
is broadcasted to all the other neighbor nodes and the other
nodes’ message is received. This mode also allows receiving
commands from a central node that defines its own light
output level. Mode 3 enables the Arduino Uno to run the local
control algorithm. A message with the format described in
Section II-B1 is constantly sent to the serial port and wirelessly
broadcasted to all the neighbor nodes (only in mode 2). The
PPP parameter of this message, which represents the light
output level in terms of a PWM signal, is constantly being
written in the CAT4101’s PWM pin in order to establish the
LED’s light output. If the user is using a Graphical User
Interface (GUI) developed in Processing 1, after this message
is written in the serial port, it is saved in a buffer that, at
the end of operation, writes all messages in a .txt file. This
file is automatically imported to a spreadsheet, which in turn
calculates relevant information for the user and displays it in a
dashboard. Both the microcontroller (if not being powered by
a computer via USB port) and the LED are powered by the
AC-DC converter. All the computational/operational process
of the smart luminaire is depicted in Fig. 7.

III. EVALUATION EXPERIMENTS

A. Testing RFM12B’s Maximum Range and Reception Efficacy

The RFM12B’s maximum range test was performed by
counting the number of lost messages on a static node when
another node, placed at different distances, is wirelessly com-
municating with it during a period of 5 minutes corresponding
to a total of 300 messages. Distances for which the number
of lost messages reaches 30 messages (10% of the total sent
messages) during the 5 minutes time interval, we say the
maximum range of the RFM12B modules was achieved. Note
that this evaluation test was performed in a laboratory, i.e.,
indoors – the maximum range, if tested outdoors, would be
significantly increased due to the non-existence of walls that
affect the transmission.

The results obtained, which are represented in Fig. 8,
revealed unexpectedly good performance. The maximum
range of the modules surpassed our laboratory dimensions
(15x15 meters) and reached 50 meters in our experiments,
despite several walls in between the nodes. Furthermore, in
an indoor space without walls, the maximum range reached
100 meters. It was also verified that the number of nodes
connected to the network did not affect the modules’ maximum
range. These data shows that the selected wireless modules
would easily suit to an office-like space environment. If there
is the need to increase their maximum range, a mesh network
topology, where each node can operate as a repeater, may be
implemented.

It was also performed a robustness test where it was eval-
uated the reception efficacy of four nodes when 20 dimming

1https://processing.org/

Fig. 8: Results of the RFM12B’s maximum range test.

commands were sent from a central node placed in a 10 meters
distance from them. The results showed that one of the nodes,
Node 3, did not receive one of the 20 dimming commands
and thus did not change its dimming level accordingly to the
order sent by the central node, revealing a 95% reception rate.
The other three smart luminaires receive all the 20 commands
sent from the central node (100% reception rate).

B. Occupancy Sensors’ Effectiveness

To assess the quality of the developed occupancy sensing
methods, a robust evaluation test of occupancy detection effec-
tiveness (the percentage of correct detection of the occupancy
status), was performed. The test included nine methodologies
(summarized in Table III) in which it was collected around 600
readings per method per user. Three users volunteered to test
the system, which means a total of 1800 readings per method.
This test allowed us to draw some sustained conclusions about
the most effective way to obtain the occupancy status. It was
also evaluated different occupancy patterns. User 1 and User 2
were constantly alternating the occupancy status while User 3
was always occupying the WA during the experimental period.
The sensors were placed in two different positions – right
above the users’ head or at a 50 centimeters horizontal distance
to users’ head – so that some conclusions can be drawn about
the sensors’ performance with the distance to the user.

From all the methodologies, the one that revealed the
highest effectiveness was the one that uses the micro-camera
running the image processing algorithm M3, which achieved
100% effectiveness for User 1. The effectiveness results from
the all the tests performed are presented in Table III.

The test results show that, independently on the occupancy
pattern or distance between the sensor and the user, the
combination of the ultrasound sensor with the PIR sensor is
always better than using each one of them separately. The
results also show that the effectiveness of the sensors is highly
improved when a history and a timer strategies are applied to
the traditional sensors. Another fact to notice is that, since
the User 3 is always occupying the WA not doing much
movement, the effectiveness of the PIR sensor is very poor,
which shows that these sensors are not very suitable to detect
occupancy when there is not much movement. Using a micro-
camera mitigates this problem since very slight movements
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Distance to User = 0 cm Distance to User = 50 cm
Effectiveness without Effectiveness with Effectiveness without Effectiveness with Image Processing

the history or timer [%] the history or timer [%] the history or timer [%] the history or timer [%] Method Effectiveness
User 1 User 2 User 3 User 1 User 2 User 3 User 1 User 2 User 3 User 1 User 2 User 3 User 1 User 2 User 3

Ultrasound 84.4 74.4 56.9 95.8 95.5 96.3 76.0 64.4 18.5 88.9 91.3 56.2 M1 97.7 97.5 97.5
PIR 64.1 54.2 20.8 77.0 80.5 24.5 65.6 48.6 9.7 73.5 60.7 18.6 M2 98.3 98.7 98.3

Ultrasound+PIR 87.7 83.4 67.1 96.3 96.2 97.0 75.7 82.2 20.8 89.9 92.2 62.4 M3 100 100 99.2
Traditional Sensors Micro-camera

Table III: Effectivness of the occupancy detection methodologies using traditional sensors (with a distance to user equal to 0 and 50 cm)
and a micro-camera. For the micro-camera, we only obtained results regarding a distance to user of 0 cm. However, we predict that, by

modifying AOI2 and AOI3 of M1 and M2 the results when the distance between the sensor and user is 50 cm will be similar.

generate changes in the images’ pixels which can be processed
in order to define the occupancy status as occupied. Comparing
the test results showed in Table III we can conclude that
the performance of traditional sensors is significantly affected
by the distance from which they are placed from the user.
This is prejudicial for the smart luminaire performance since
determining the occupancy of the WA should not depend on
the place of the WA being occupied by the user. In this
aspect, the usage of the micro-camera is more advantageous
because it can detect occupancy in its complete field of view
(which depends on the height in which it is placed). This
means that the micro-camera performance copes with a 50
centimeters horizontal distance to the user. In this case, AOI2
and AOI3 of M1 and M2 should be adjusted but M3 does
not need adjustment since its occupancy detection principle is
by comparison of two consecutive captured images and thus
does not have AOI for occupancy. Table III also shows how
effective the micro-camera is when compared with traditional
sensors. As expected, the effectiveness depends on the image
processing method applied but it can be noticed that all
the methods obtain a higher effectiveness than the highest
effectiveness obtained by traditional sensors (97.0%). Another
important advantage is that, unlike what happens with the
traditional sensors, the micro-camera’s effectiveness does not
depend on the user’s occupancy pattern. By Table III we notice
that, despite all methods are highly effective, M3 is considered
the most effective.

In conclusion, using a micro-camera to detect occupancy is
more advantageous than using a ultrasound or a PIR sensor or
even using both combined. This can be concluded since the
effectiveness of the micro-camera is always higher than the
traditional sensors and, furthermore, is more robust to user’s
occupancy pattern and to where it is placed with respect to
the user.

C. Light Sensors’ Performance

As it happens with the occupancy status, obtaining the
correct data regarding the illuminance in the WA also affects
significantly the energy efficiency of the smart luminaire. In
this test we compared the performance of the TSL2561 light
sensor with the micro-camera. The readings of these method-
ologies were then compared with the commercial Mastech
MS6610 digital luxmeter.

To evaluate if the illuminance computation reported by the
TSL2561 and the micro-camera is correct, we placed the
MS6610 above the WA and compared its readings with the
ones obtained from the TSL2561 and the micro-camera for

different illuminance conditions – when the PWM level is
0, 25, 50, 75 and 100%. Table IV presents the comparison
of these illuminance detection methodologies and the relative
error considering the MS6610’s readings the true value.

Luxmeter TSL2561 light sensor Micro-camera
PWM Illuminance Illum. Rel. Error Illum. Rel. Error

0% 0 lx 0 lx 0% 0 lx 0%
25% 27 lx 29 lx 7.4% 28 lx 3.7%
50% 55 lx 59 lx 6.8% 56 lx 1.8%
75% 87 lx 91 lx 4.4% 89 lx 2.3%

100% 121 lx 126 lx 4.1% 126 lx 4.1%

Table IV: Illuminance detection methods evaluation test where it is
compared and computed the relative error between the MS6610

luxmeter and both the light sensor and the micro-camera.

From the data of Table IV, we can conclude that the
relative error of both illuminance detection methodologies
(sensor and micro-camera) is small and thus we consider these
methodologies, calibrated through the described processes,
very precise. However, the illuminance computation for very
low (under 25%) PWM levels has not a linear response. This
drawback can be solved by disabling the OV2640’s Automatic
Gain Control, as described in Section II-B3. Moreover, the
resolution of the digital sensor is also higher than the one
of the micro-camera. However, despite this disadvantage, the
micro-camera still reveals a precise illuminance computing.
Due to its high precision for medium/intense light conditions
and its almost infallible occupancy detection, the usage of
the micro-camera is considered more advantageous than tra-
ditional sensors.

D. Testing the Response of the PID Controller

This test consisted in evaluating the response of the PID
controller while maintaining 70 lx of reference illuminance
in the WA when subject to illuminance disturbances while
the WA was occupied. Furthermore, it was also evaluated the
controller’s response when the WA’s occupancy status is set as
unoccupied (the illuminance reference value in this case should
be automatically changed to 0 lx). The WA’s illuminance and
occupancy disturbances applied are as follows.

• At the beginning of operation (time t0) there is no
external light source influence and the WA is occupied.

• At time t1 the WA is now vacated and there is still no
light focused in the WA.

• At time t2 there is 30 lx focused in the WA provided by
external light sources but the WA is still vacated.

• At time t3 the same external illuminance remains focus-
ing in the WA but it is now occupied.
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Fig. 9: Response of the PID controller to different disturbances in
the WA’s occupancy and illuminance status.

• At time t4 there is 70 lx focused in the WA and provided
by external light sources and the WA is still occupied.

• At time t5 the same external illuminance remains focus-
ing in the WA but it is now vacated.

Fig. 9 shows the response of the controller when the WA is
subjected to the disturbances above referred. At time t0, t3
and t4 it was detected occupancy and a WA’s illuminance
of 0, 30 and 70 lx, and thus the smart luminaire adjusted
its LED’s PWM level in order to always provide the 70 lx
illuminance reference value to the WA. To accomplish this,
the smart luminaire provided, to the WA, 70, 40 and 0 lx,
respectively. When the WA was not occupied the illuminance
provided by the smart luminaire was immediately reduced to
0 lx. Since sampling period is 0.8 s and the controller takes
around two samples to converge to the reference value, the
time of convergence is around 1.6 s.

E. Energy Savings and Return On Investment Evaluation

The last test consists in determining the energy gains that the
smart luminaire can generate throughout 24 hours of operation.
To accomplish this, it is assumed that the controller’s response
throughout the day is maintained as validated in the previous
test. Assuming this, the energy gains that the smart luminaire
can produce in an office-like space may be estimated by
obtaining the occupancy and illuminance status throughout a
complete day. Thus, this experiment was performed in our
target facility, an open-office, which is located in Lisbon.
During a total working day, we monitored the occupancy status
and the illuminance values of one WA using the smart lumi-
naire’s sensors. To draw some conclusions about the energy
waste generated by the lighting system, it was surveyed the
workers present at the office what was their WA’s illuminance
preference by field testing various illuminance values. The
average of the responses was around 300 lx.

During this experiment, we witnessed on site the occurrence
of the over-illumination and illumination in unoccupied spaces
energy wasting events since, during the complete working
hours, the lighting system that was illuminating the WA under
test was lit.

Fig. 10: Data of the illuminance and occupancy patterns in an
open-office located in Lisbon, which allowed estimating the energy

savings that are possible to achieve with the smart luminaire.

Fig. 10 shows the WA’s illuminance level provided by
daylight (in blue) and when the illumination of the lighting
system is added to that daylight level (in orange). It is also
represented the workers’ illuminance preference (in green) as
well as the occupancy pattern throughout the day (in red). At
around 8:45 AM the worker arrived the office, occupied the
WA and lit the lighting system focused in his WA since the
illuminance value was bellow the 300 lx preference (note that
the lighting system provided however more than the illumi-
nance preference level). Then, the lighting system was only
turned ’off’ at the end of the working day, around 18:30. We
can notice that, between 8:45 and 18:30 (the working hours)
the worker vacates the WA diverse times leaving however
the lighting system always turned ’on’ causing illumination
in unoccupied spaces to occur. Moreover, between 10:30 and
18:00 the illumination provided by daylight is enough to fulfill
the workers’ illuminance preference and the lighting system
is however turned ’on’, causing the occurrence of the over-
illumination event.

This data shows that, by only taking advantage of the
daylight harvesting technique, we could save energy between
10:30 and 18:00 by completely turning ’off’ the lighting
system. In the same period, we can notice that, if there
was the need for the lighting system to be turned ’on’,
the occupancy sensing would allow to significantly decrease
energy consumption due to the WA’s vacancy periods. Beyond
the 10:30 to 18:00 period, the WA was vacated between 9:45
and 10:30. This means that the occupancy sensing would allow
to save energy in this period.

Since the lighting system was always turned ’on’ during the
working hours, its total time of operation ascends to 9 hours
and 45 minutes. Using our smart luminaire, we could reduce
the lighting system operation time to 1 hour and 30 minutes
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since the lighting system just have to be lit between 8:45 and
9:45, and between 18:00 and 18:30. Thus, the energy savings
ES that our smart luminaire could achieve in this office and
with this illuminance and occupancy patterns are given by

ES =
9.75− 1.5

9.75
, (20)

which results in almost 85% energy savings. Allowing a 5%
error margin for potential smart luminaires’ computational
mistakes, we still get 80% energy savings. In fact, in this case,
the energy savings would be even higher since our solution
proposes the use of LED light sources instead of the existing
fluorescent tubes.

Furthermore, we also estimated the Return On Investment
of our solution in the same conditions. To compute this esti-
mation, it is necessary to determine the energy consumption of
the lighting system illuminating the WA which by turn require
knowing the power of each fluorescent tube lighting fixture,
which is 32 W. Because there were two of these illuminating
the WA under test, the total power required by the lighting
system illuminating the WA is 64 W. Since the lighting system
was ’on’ during 9 hours and 45 minutes, the total energy
consumption is 624 Wh, i.e., 0.624 kWh. Assuming a price per
kWh consumed for the industrial sector around e0.1544 [14,
p.24], the total price paid for the energy consumed by lighting
throughout the day was around e0.10. Assuming a similar il-
luminance and occupancy pattern throughout the whole month,
this price ascends to e3 and within one year to almost e36. In
fact, due to the winter’s shorter daylight period, the cost of the
energy consumed by the two lighting fixtures illuminating the
WA under test should ascend up to e40. This means that, with
the announced energy savings, this cost would decrease to e8.
Assuming that our solution costs around e25 (as predicted in
Section II-A), investing in it would compensate in y years
which are computed by determining when the equation

40y > 25 + 8y (21)

becomes true. The result is that the investment on our solu-
tion compensates in around 0.781 years, i.e., the Return On
Investment is reached in around 9 months.

IV. CONCLUSIONS

Most buildings today are over-lit since light levels are
set higher than appropriate for the space, or spaces are lit
even when they are unoccupied. This wastes energy, creates
discomfort and reduces productivity. Therefore, smart lighting
methodologies are of utmost importance. One way to address
these problems is by developing smart luminaires that adjust
their light output to the occupancy conditions and take into
account external daylight and neighbor luminaires’ light influ-
ence. Thus, it was proposed in this thesis the use of a self-
contained energy-efficient smart luminaire that improves the
robustness of presence and illumination sensing. Furthermore,
the smart luminaire is able to run an individualized PID control
algorithm to automatically adjust its light output and integrates
a wireless communication module that exchanges real-time
control/sensing data with all the nodes within the network so

that coordinated (centralized or distributed) control algorithms
can be implemented.

In order to estimate the energy savings that our solution can
generate, we evaluated the illuminance provided by sunlight
throughout one day in an open-office located in Lisbon. At the
same time we monitored the occupancy patterns in one WA
of the office. The results obtained allowed us to estimate that,
just by using the local control strategy presented, up to 80%
energy savings can be reached. It was also estimated that, for
the company that owns this office, the Return On Investment
in our solution would be reached in around 9 months.
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